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17.1 Introduction
Item response theory (IRT) methods are standard tools for the analysis
of large-scale assessments of student’s performance. In educational survey research, the National Assessment of Educational Progress (NAEP)
is primarily focused on scaling the performances of a sample of students
in a subject area (e.g., mathematics, reading, science) on a single common scale, and measuring change in educational performance over time.
The Organization for Economic Cooperation and Development (OECD)
organizes the Program for International Student Assessment (PISA).
The program is focused on measuring and comparing abilities in reading, mathematics, and science of 15-year-old pupils over 30 membercountries and various partner countries every three years and started in
2000. Another example is the Trends in International Mathematics and
Science Study (TIMSS) conducted by the International Association for the
Evaluation of Educational Achievement (IEA) to measure trends in students’ mathematics and science performance.
Large-scale (educational) survey studies can be characterized by: (1) the
ordinal character of the observations, (2) the complex sampling designs
with individuals responding to different sets (booklets) of questions,
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(3) booklet effects are present (the performance on an item depends on
an underlying latent variable but also on the responses to other items in
the booklet), and (4) presence of missing data. The presence of booklet
effects and missing data complicates an IRT analysis of the survey data.
The analysis of large-scale survey data for comparative research is further
complicated by several measurement invariance issues (e.g., Meredith &
Milsap, 1992; Steenkamp & Baumgartner, 1998, see also earlier chapters
in this book), as assessing comparability of the test scores across countries,
cultures, and different educational systems is a well-known complex problem. The main issue is that the measurement instrument has to exhibit
adequate cross-national equivalence. This means that the calibrations of
the measurement instrument remain invariant across populations (e.g.,
nations, countries) of examinees.
It will be shown that a random item effects model is particularly
useful for the analysis of cross-national survey data. The random item
effects parameters vary over countries, which leads to noninvariant
item characteristics. Thus, cross-national variation in item characteristics is allowed and it is not necessary to establish measurement
invariance. The random item effects approach supports the use of
country-specific item characteristics and a common measurement
scale. Further, the identification of the random item effects model does
not depend on marker or anchor items. In current approaches to measurement invariance, at least two invariant marker items are needed to
establish a common scale across countries. In theory only one invariant item is needed to fix the scale, but an additional invariant item is
needed to be able to test the invariance of this item. Further, a poorly
identified scale based on one marker item can easily jeopardize the
statistical inferences. Establishing a common scale by marker items is
very difficult when there are only a few test items and/or when there
are many countries in the sample.
The focus of the current study is on exploring the properties and the
possibilities of the random item effects model for the analysis of crossnational survey data. After introducing the model, a short description of
the estimation method will be given. Then, in a simulation study, attention is focused on the performance and global convergence property of the
estimation method by reestimating the model parameters given simulated
data. Subsequently, an illustration is given of a real-data application using
PISA 2003 data.
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17.2 Random Item Effects Modeling
IRT methods provide a set of techniques for estimating individual ability
(e.g., attitude, behavior, performance) levels and item characteristics from
observed discrete multivariate response data. The ability levels cannot be
observed directly but are measured via a questionnaire or test. The effects
of the persons and the items on the response data are modeled by separate
sets of parameters. The person parameters are usually referred to as the
latent variables, and the item parameters are usually labeled item difficulties and item discrimination parameters.
Assume a normal ogive IRT model for binary response data for k = 1,…,
K items and I = 1,…, n respondents. The overall item characteristics are
denoted as ξk = (ak, bk)t representing item difficulty and item discrimination parameters, respectively. The individual ability level is denoted as θi.
The probit version of the two-parameter IRT model also known as the
normal ogive model is defined via a cumulative normal distribution,
P(Yik = 1 | θi , ak , bk ) = Φ(ak θi − bk ) =

∫

akθi −bk

−∞

φ(z )dz ,

(17.1)

where Φ(.) and φ(.) are the cumulative normal distribution function and
the normal density function, respectively. The ak is referred to as the discrimination parameter and the bk as the item difficulty parameter.
In Equation 17.17.1, the item parameters apply to each country and can
be regarded as the international item parameters. Without a country-specific index, cross-national variation in item characteristics is not allowed.
Following the modeling approach of De Jong, Steenkamp, and Fox (2007),
country-specific item characteristics are defined. Let a kj and bkj denote
the discrimination and difficulty parameters of item k in country j (j = 1,
…, J). As a result, the success probability depends on country-specific item
characteristics, that is,
P (Yijk = 1| θi , akj , bkj ) = Φ(akj θi − bkj ).

(17.2)

The country-specific or nation-specific item parameters are based on the
corresponding response data from that country. When the sample size
per country is small and response bias (e.g., extreme response style, nonrepresentative samples) is present, the country-specific item parameter
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estimates have high standard errors and they are probably biased. This
estimation problem can be averted by a random item effects modeling
framework in which the country specific item parameters are considered
random deviations from the overall item parameters. The main advantage of this hierarchical modeling approach is that information can be
borrowed from the other country-specific item parameters. Therefore, a
common population distribution is defined at a higher level for the country-specific item parameters. As a result, a so-called shrinkage estimate
comprises the likelihood information at the data level and the information
from the common assumed distribution. Typically, the shrinkage estimate
of country-specific item parameters has a smaller standard error and gives
a more robust estimate in case of response bias.
For each item k, assume an exchangeable prior distribution for the country-specific item parameters. This means that the joint distribution of the
country-specific item parameters is invariant under any transformation of
the indices. A priori there is no information about an order of the countryspecific item characteristics. That is, for each k, for j = 1, …, J holds that:
ξ = ( a , b )t ∼ N ( a , b )t , Σ   ,
kj
kj kj
ξ
 k k

(17.3)

where (ak, bk) are the international item parameter characteristics of item
k and Σ ξ is the cross-national covariance structure of country-specific
characteristics. This covariance structure is allowed to vary across items.
Here, a conditionally independent random item structure is defined with
Σ ξ a diagonal matrix with elements σ a2k and σ b2k .
In most cases there is not much information about the values of the
international item parameters. Without a priori knowledge to distinguish
the item parameters it is reasonable to assume a common distribution for
them. A multivariate normal distributed prior is assumed for the item
parameters. It follows that,
ξ k = ( ak , bk ) ∼ N ( µ ξ , ∑ ξ ) ,
t

(17.4)

where the prior parameters are distributed as:
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for k = 1, …, K. The multivariate normal distribution in Equation 17.17.4 is
the exchangeable prior for the set of K item parameters ξk. The joint prior
distribution for (µξ, Σξ) is a normal inverse Wishart distribution, denoted
as IW, with parameters (µ0, Σ0 / K0;ν,Σ0) where K0 denotes the number of
prior measurements, and ν and Σ0 describe the degrees of freedom and scale
matrix of the inverse-Wishart distribution. These parameters are usually
fixed at specified values. A proper vague prior is specified with µ0 = 0, ν = 2,
a diagonal scale matrix Σ0 with elements 100 and K0 a small number.
To summarize, the random item effects model can be specified as a normal ogive IRT model with country-specific item parameters, in Equation
17.17.2. The country-specific item parameters are assumed to have a common population distribution with the mean specified by the international
item parameters (Equation 17.17.4). At a higher level, conjugated proper
priors are specified for the international item prior parameters.
In different ways and for different purposes IRT models with item
parameters defined as random effects have been proposed. Albers, Does,
Imbos, and Janssen (1989) defined a Rasch model with random item difficulty parameters for an application where items are obtained from an
item bank. De Boeck (2008) also considered the Rasch model with random item difficulty parameters. Janssen, Tuerlinckx, Meulders, and De
Boeck (2000) defined an IRT model where item parameters (discrimination and difficulty) are allowed to vary across criterions in the context
of criterion-referenced testing. Glas and Van der Linden (2003) and Glas,
Van der Linden, and Geerlings (2010) considered the application of item
cloning. In this procedure, items are generated by a computer algorithm
given a parent item (e.g., item shell or item template). De Jong, Steenkamp,
Fox, and Baumgartner (2008) used cross-national varying item parameters (discrimination and difficulty) for measuring extreme response style.

17.3 Modeling Respondent Heterogeneity
In large-scale survey research, the sampled respondents are often nested in
groups (e.g., countries, schools). Subsequently, inferences are to be made at
different levels of analysis. At the level of respondents, comparisons can be
made between individual performances. At the group level, mean individual performances can be compared. To facilitate comparisons at different
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hierarchical levels, a hierarchical population distribution is designed for
the respondents.
Common IRT models assume a priori independence between individual abilities. Dependence of results of individuals within the same school/
country is to be expected, however, since they share common experiences.
A hierarchical population distribution for the ability of the respondents
can be specified that accounts for the fact that respondents are nested
within clusters. The observations at level-1 are nested within respondents.
The respondents at level-2 are nested within groups (level-3) and indexed
i = 1,…,nj for j = 1, …, J groups. Let level-2 respondent-specific covariates
(e.g., gender, SES) be denoted by xij and level-3 covariates (e.g., school size,
mean country SES, type of school system) by wqj for q = 0, …, Q.
A hierarchical population model for the ability of the respondents consists of two stages: the level-2 prior distribution for the ability parameter
θij, specified as:
θij | β j ∼ N ( x tij β j , σ θ2 ) ,

(17.7)

and the level-3 prior, specified as:
β j ∼ N ( w j γ , T ).

(17.8)

An inverse-gamma prior distribution and an inverse-Wishart prior distribution are specified for the variance components σ θ2 and T, respectively.
The extension to more levels is easily made.
This structural hierarchical population model is also known as a multilevel model (e.g., Aitkin & Longford, 1986; Bryk & Raudenbush, 1992; de
Leeuw & Kreft, 1986; Goldstein, 1995; Snijders & Bosker, 1999).

17.4 Identification and Estimation
The common IRT model (assuming invariant item parameters) with a
multilevel population model for the ability parameters is called a multilevel IRT model (MLIRT; e.g., Fox, 2007; Fox & Glas, 2001). In empirical multilevel studies, estimated ability parameters are often considered
to be measured without an error and treated as an observed outcome
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variable. Ignoring the uncertainty regarding the estimated abilities may
lead to biased parameter estimates and the statistical inference may be
misleading.
Several comparable approaches are known in the literature. Zwinderman
(1991) defined a generalized linear regression model for the observed
responses with known item parameters at the lowest level of hierarchy.
Adams, Wilson, and Wu (1997), Raudenbush and Sampson (1999), and
Kamata (2001), defined a generalized linear regression model for the
observed responses with item difficulty parameters at the lowest level.
This model consists of a Rasch model for the observed responses and a
multilevel regression model for the underlying latent variable. Note that a
two-parameter IRT model extended with a multilevel model for the latent
variable leads to a more complex nonlinear multilevel model since the conditional density of the responses given the model parameters is not a member of the exponential family that seriously complicates the simultaneous
estimation of the model parameters (Skrondal & Rabe-Hesketh, 2004).
In the MLIRT modeling framework the multilevel population model
parameters are estimated from the item response data without having
to condition on estimated ability parameters. In addition, this modeling
framework allows the incorporation of explanatory variables at different levels of hierarchy. The inclusion of explanatory information can be
important in various situations, this can, for example, lead to more accurate item parameter estimates. Another related advantage of the model is
that it can handle incomplete data in a very flexible way.
Here, the MLIRT model is extended with a random item effects measurement model. In fact, this is the MLIRT model with noninvariant item
parameters as the item parameters are allowed to vary across countries.
This MLIRT model with random item effects is not identified since the
scale of the latent variable is not defined. When the item parameters are
invariant, the model is identified by fixing the mean and variance of the
latent scale. In case of noninvariant item parameters, in each country,
there is indeterminacy between the latent country-mean (parameterized
by a random intercept) and the location of the country-specific item difficulties (parameterized by random difficulty parameters). This indeterminacy is solved by restricting the sum of country-specific difficulties to
be zero in each country. The variance of the latent scale can be defined by
restricting the product of international item discrimination parameters to
be one, or by imposing a restriction on the variance of the latent variable.
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The model parameters are estimated simultaneously using a Markov
chain Monte Carlo (MCMC) algorithm that was implemented in Fortran
that will be made available in the MLIRT R-package of Fox (2007). The
MCMC algorithm consists of drawing iteratively from the full conditional
posterior distributions. The chain of sequential draws will converge such
that, after a burn-in period, draws are obtained from the joint posterior
distribution. These draws are used to make inferences concerning the posterior means, variances, and highest posterior density intervals of parameters of interest.

17.5 Simulation Study
The estimation method for the MLIRT model with random item effects is
evaluated by investigating convergence properties and by comparing true
and estimated parameters for a simulated data set. Different priors for the
cross-national discrimination parameter variances are used to investigate
the prior influence on the estimation results.
17.5.1 Data Simulation
A data set was simulated with 10,000 cases, 15 items and 20 groups of 500
students. The ability parameters were generated in two steps. First, the
mean group ability parameters βj were generated from a normal N(0, τ2) distribution, with τ2 from an inverse gamma IG(1, 1) distribution. The individual ability parameters θij were subsequently generated from a normal
N (β j , σ θ2 ) distribution, with σ θ2 equal to 1.
International item parameters ak and bk were sampled independently
from a lognormal distribution with mean µa = 1 and standard deviation
σa = .15, and a normal distribution with mean µb = 1 and standard deviation σb = .30, respectively. Subsequently group specific parameters akj and
bkj were sampled independently from a lognormal distribution with mean
ak and between group standard deviation σ ak = .20, and a normal distribution with mean bk and between group standard deviation σ bk = .40 , respectively. As a result the group specific discrimination parameters ranged
from .32 to 1.79 and the group specific difficulty parameters from –1.16
to 1.32.
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Responses were generated by applying the random effects normal ogive
IRT model to acquire the success probabilities, comparing this probability
with a random number r from a uniform distribution on (0,1) and assigning a value 1 when P(Yijk = 1|θij, ξkj) < r and a value 0 otherwise.
17.5.2 Procedure
The model was estimated using an MCMC algorithm implemented in
Fortran that will be made available in the MLIRT Package (Fox, 2007). To
be able to use an MCMC algorithm, prior distributions and initial values
for the estimated parameters need to be specified. The initial values were
generated from a standard normal distribution for the individual ability parameters and set to zero for the group-specific ability parameters.
International and country-specific difficulty parameters were set to zero
and the discrimination parameters were set to one. All initial values for the
variances were set to one. There were 20,000 iterations run, of which the
first 1,000 were discarded as burn-in period. As an indication of the accuracy of the estimation, correlations between true and estimated parameters, the mean absolute difference between the true and the estimated
parameters and the root mean of the squared differences between the true
and estimated parameters were computed, all over items and countries.
17.5.3 Investigating Cross-National Prior
Variance Dependence
The noninformative priors for the variance components should have as
little impact as possible on the final parameter estimates. It is not desirable that cross-national differences in item characteristics are implied by
the prior settings. In this section the sensitivity of the prior for the crossnational item discrimination variances is investigated. Analyses showed
that prior settings were highly influencing the results.
To examine the prior sensitivity of the cross-national variance of the
2
discrimination parameters σ ak , several inverse gamma (IG) priors with
different scale and shape parameters (1, 1; .1, .1; .01, .01; 1, .1; 1, .01) were
investigated for this parameter. The similar correlations between the true
and the estimated parameters (ρa = .89 – .91, ρb = .95), the similar root
mean squared differences (RMSDa = .11 – .13, RMSDb = .17) and the mean
absolute differences (MADa = .09, MADb = .13) across different priors
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show that the choice of prior does not affect the difficulty parameter estimates at all and the discrimination parameter estimates only slightly. The
cross-national item parameter variance estimates are influenced, however.
Table 17.1 and Table 17.2 show that an IG(1, 1) prior resulted in estimates
of the cross-national item parameter variances that were consistently too
high, and the IG (1, .01) prior resulted in estimates that were consistently
slightly lower than the original variances, but within the range of the
95% highest posterior density (HPD) interval. The 95% HPD interval is
the interval over which the integral of the posterior density is .95 and the
height of the posterior density for every point in the interval is higher
than the posterior density for every point outside the interval. Because
the posterior density is the distribution of the estimated parameter, the
interpretation of this interval is that given the observed data this interval
contains the parameter with 95% probability. The other priors performed
almost equally well in this respect. With exception of the IG(1, 1) prior,
all IG prior settings gave almost equal results, so unless a too informative
prior is taken the results are not dependent on the choice of prior.

Table 17.1
True and Estimated Cross-National Discrimination Variances for Different Priors
True

IG(1, 1)

IG(1, .1)

IG(1, .01)

Item

σ a2k

Mean

SD

Mean

SD

Mean

SD

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

0.03
0.04
0.04
0.03
0.02
0.04
0.06
0.05
0.03
0.06
0.05
0.03
0.07
0.05
0.04

0.15
0.16
0.14
0.13
0.13
0.15
0.15
0.16
0.17
0.16
0.16
0.14
0.17
0.15
0.16

0.05
0.06
0.05
0.04
0.04
0.05
0.05
0.06
0.06
0.06
0.05
0.05
0.06
0.05
0.05

0.05
0.05
0.04
0.03
0.03
0.05
0.05
0.06
0.06
0.06
0.05
0.04
0.07
0.05
0.06

0.05
0.05
0.04
0.03
0.03
0.05
0.05
0.06
0.06
0.06
0.05
0.04
0.07
0.05
0.06

0.03
0.04
0.02
0.02
0.02
0.04
0.04
0.05
0.04
0.05
0.04
0.03
0.06
0.03
0.04

0.01
0.02
0.01
0.01
0.01
0.01
0.01
0.02
0.02
0.02
0.02
0.01
0.02
0.01
0.02
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Table 17.2
True and Estimated Cross-National Difficulty Variances for Different
Gamma Priors
True

IG(1, 1)

IG(1, .1)

IG(1, .01)

Item

σ b2k

Mean

SD

Mean

SD

Mean

SD

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

0.19
0.17
0.13
0.12
0.11
0.12
0.13
0.12
0.17
0.15
0.15
0.11
0.13
0.19
0.13

0.24
0.26
0.23
0.23
0.20
0.22
0.22
0.20
0.29
0.19
0.25
0.20
0.22
0.26
0.23

0.08
0.09
0.08
0.08
0.07
0.07
0.07
0.07
0.10
0.07
0.08
0.07
0.07
0.09
0.08

0.14
0.17
0.13
0.13
0.10
0.12
0.12
0.10
0.19
0.09
0.15
0.10
0.12
0.17
0.13

0.14
0.17
0.13
0.13
0.10
0.12
0.12
0.10
0.19
0.09
0.15
0.10
0.12
0.17
0.13

0.13
0.16
0.12
0.12
0.09
0.11
0.11
0.09
0.18
0.08
0.14
0.09
0.11
0.16
0.12

0.05
0.06
0.04
0.04
0.03
0.04
0.04
0.03
0.06
0.03
0.05
0.03
0.04
0.05
0.04

17.5.4 Convergence and Parameter Recovery
To check whether the MCMC chains have converged, convergence diagnostics and trace plots are inspected for both the cross-national item
parameter variances and the international item parameters. The Geweke
Z convergence diagnostic is computed by taking the difference between
the mean of (a function of) the first nA iterations and the mean of (a function of) the last nB iterations, divided by the asymptotic standard error of
this difference that is computed from spectral density estimates for the
two parts of the chain (Cowles & Carlin, 1996). The result is approximately
standard normally distributed. A large Z means that there is a relatively
big difference between the values in the two parts of the chain, which indicates the chain is not yet stationary. The autocorrelation is the correlation
between values in the chain with a certain lag between them.
The traceplots show a homogeneous band around a mean that after a
burn in period stays more or less the same, without trends or large scale
fluctuations. The international difficulty parameters and the crossnational variances of the difficulty parameters showed good convergence,
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20000

Sampled/average parameter values

20000

Sampled/average parameter values

Sampled/average parameter values

Sampled/average parameter values

with an autocorrelation below .15 and Geweke Z values under 3. This was
similar for most discrimination parameters except for the discrimination
parameter for item 9, which had an autocorrelation of .31. In Figure 17.1,
examining the traceplot of this parameter some trending is observed, but
not in an extreme way. The high discrimination parameter corresponds
with high information in a small region of latent scores. As the latent
scores in some groups will fall predominantly outside this area, parameter
estimates for the item are difficult to make for these groups. In similar
situations higher autocorrelations have been found (e.g., Wollack, Bolt,
Cohen, & Lee, 2002). In general, estimation is better when the highest item
information is matched to the latent trait distribution in the sample.
The true item parameters that were used to simulate the dataset were
recovered well, as is illustrated in Figure 17.2. The correlations between the
true and estimated country-specific and international item parameters
were all larger than .91. All true values fall into the 95% HPD intervals, and
all estimated parameters were in the right direction. The cross-national
item parameter variances and the group means of the ability parameters
were also very accurately estimated.
Discrimination parameter item 3
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Difficulty parameter item 9
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Figure 17.1

Traceplots and moving averages for the item parameters of item 3 and 9.
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Figure 17.2

Plots of true and estimated international and cross-national item parameters.

17.6 PISA 2003: Mathematics Data
In this section the random item effects (MLIRT) model will be applied to a
data set collected by the Programme for International Student Assessment
(PISA) in 2003. PISA is an initiative of the Organization for Economic
Cooperation and Development (OECD). Every three years PISA measures
the literacy in reading, mathematics, and science of 15-year-old students
across countries, where literacy refers to “the capacity to apply knowledge
and skills and to analyze, reason and communicate effectively as problems are posed, solved and interpreted in a variety of situations” (OECD,
2004). In each data collection round one subject area is emphasized. In
2003 this was mathematic literacy, which resulted in four subdomains
for mathematic performance. In addition to subject-specific knowledge,
cross-curricular competencies as motivation to learn, self-beliefs, learning
strategies, and familiarity with computers were measured. Furthermore
the students answered questions about their background and their

RT8233X_C017.indd 479

7/7/10 11:05:25 PM

480 • Jean-Paul Fox and A. Josine Verhagen
perception of the learning environment, while school principals provided
school demographics and an assessment of the quality of the learning
environment.
The current practice in PISA for items that show signs of differential
item functioning between countries is to delete them in all or in some
countries, or to treat them as different items across countries. Item by
country interaction is used as an indication for DIF, based on whether
the national scaling parameter estimates, the item fit, and the point
biserial discrimination coefficients differ significantly from the international scaling values (OECD, 2005). The (international) item parameters
are then calibrated for all countries simultaneously, in order to create a
common measurement scale. In practice, cross-national differences in
response patterns are present, which makes the assumption of invariant item parameters unlikely. Goldstein (2004) argued that the Rasch
measurement model used for the PISA data is too simplistic for such
cross-national survey data as the multilevel nature of the data and country-specific response differences are not acknowledged. The proposed
random item effects model deals with these problems by simultaneously
including a multilevel structure for ability and allowing item parameters
to differ over countries while at the same time a common measurement
scale is retained. In addition, covariates can be included in the model to
explain within and between country variance in ability and item parameters. We hypothesize that a random item effects model will acknowledge the real data structure more and therefore will fit the data better
than the Rasch model.
We chose to use items from the domain that measured skills in quantitative mathematics, which consists essentially of arithmetic or numberrelated skills applied to real life problems (e.g., exchange rates, computing
the price of assembled skateboard parts). PISA works with a large item
pool, from which students receive only limited clusters of items. In this
way testing time is reduced, while at the same time the full range of topics
is covered. Fourteen booklets with different combinations of item clusters were used, equally distributed over countries and schools. Due to this
(linked) incomplete design the test scores can later be related to the same
scale of estimated ability using IRT. To avoid booklet effects and simultaneously keep all countries well represented, we chose to use the first booklet, in which eight quantitative mathematics items were present. Due to a
lack of students, the data from Liechtenstein were removed. This resulted
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in test data from 9,769 students across 40 countries on eight quantitative
mathematics items.
As covariates we used gender, index of economic, social, and cultural
status, minutes spend on math homework, mathematical self-concept, and
school student behavior. Gender differences and social economic status
are generally known to be predictors of mathematical performance. The
index of economic, social, and cultural status was a combined measure
of parental education, parental occupational status, and access to home
educational and cultural resources. A student questionnaire measured
engagement in mathematics, self-beliefs concerning mathematics, and
learning strategies in mathematics. As all the latter measures correlated
strongly with self-beliefs in mathematics, we chose to include self-concept
in mathematics (belief in own mathematical competence). A school questionnaire was given to the school principals to assess aspects of the school
environment. From these questions, student behavior (absenteeism, class
disruption, bullying, respect for teachers, alcohol/drug use) was the best
predictor for mathematical performance. In addition, from the time spent
on total instruction, math instruction, and math homework, minutes spent
on math homework was the best predictor of mathematical performance.
Missing values in the covariates (ranging from 5%–22%) were imputed by
the SPSS missing value analysis regression procedure based on 20 variables. This procedure imputes the expected values from a linear regression
equation based on the complete cases plus a residual component chosen
randomly from the residual components of the complete cases.
17.6.1 PISA 2003: Results
Three random item effects models were estimated with the MLIRT package. The most general model, denoted as M3, allows for random item
effects and random intercepts and covariates on the ability parameters.
The other two models are nested in this model. Model M3 is presented as:
P (Yijk = 1| θij , a kj , bkj ) = Φ ( a kj θij − bkj )

(akj ,bkj )

t

(17.9)

t

= ( ak , bk ) + (ε ak , ε bk )t ,

where the residual cross-national discrimination and difficulty effects are
normally distributed with variance σ a2k and σ b2k , respectively, and
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θij = γ 00 + β1 HOMEWORK ij + β 2 BEHAVIORij +
β3SELF − CONCEPTij + β 4 ESCSij + β5 FEMALEij + u0 j + eij , (17.10)
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where eij ∼ N ( 0,σ θ2 ) and u0j ∼ N(0, τ2). The restricted model M1 only allows
for random intercepts on the ability parameters and restricted model M2
allows for country-specific item parameters in addition to M1. Model M1
is identified by restricting the mean and variance of the latent ability scale
to zero and one, respectively. Model M2 and M3 are identified by restricting the variance of the latent ability scale to one and by restricting the sum
of country-specific item difficulties to zero in each country. There are no
restrictions specified for the discrimination parameters, since the models
assume factor variance invariance.
The first 1,000 iterations were discarded, the remaining 19,000 iterations
were used for the estimation of the model parameters. The program took
approximately 2.5 hours to complete the estimation. To check whether the
chains reached a state of convergence, trace plots, and convergence diagnostics were examined. The diagnostics and trace plots did not indicate
convergence problems, except for a somewhat high autocorrelation for the
discrimination parameter of item 2 in both random item effects models,
model M2 and M3. The high autocorrelation results from the fact that this
item has both a high discrimination and a high difficulty parameter. Since
the item information function for this item is very steep and centered on
the difficulty parameter value, the parameters of this item will be very hard
to estimate, especially in countries where the ability level is low. In Brazil,
for example, only 13 out of the 250 selected students had an estimated
ability that was higher than the difficulty level of the item, which indicates
that there was very little information to base the estimated parameters
on in this country. For the three models, the estimated international item
parameter estimates are given in Table 17. For model M2 and M3, the estimated cross-national discrimination and difficulty standard deviations
are also given.
17.6.1.1 Cross-National Variance

The estimated international discrimination parameters of M1 and M2 are
very similar. The estimated international difficulty parameters of model
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M2 are higher, because the identification rules for the two models differ. However, the estimated difficulty parameters of model M1 can be
transformed to the scale of model M2. For item 1, the transformed estimated item difficulty of M1 resembles the estimated item difficulty of M2
(.73⋅.82⋅.59 ≈.01). Note that the estimated variances of both ability scales
are approximately equal.
In Table 17., the estimated –2 log-likelihood of the IRT part and the
structural multilevel part are given. Both terms are used to estimate a DIC
that also contains a penalty function for the number of model parameters.
When comparing model M1 with M2, the log-likelihood of the IRT part is
improved and the log-likelihood of the multilevel part is almost equal. The
DIC also shows a clear improvement in fit due to the inclusion of random
item effects. This supports the hypothesis of noninvariant item parameters.
The estimated cross-national variance in item discriminations and item difficulties supports the hypothesis of cross-national item parameter variance.
Item six does not discriminate well between students with lower and higher
ability in math, probably because the item is too easy. The estimated countryspecific discrimination parameters of model M2 show that in some countries
(e.g., Japan: .614), the item discriminates better, while in other countries (e.g.,
Switzerland: .149 and Belgium: .192) the item hardly discriminates at all. Item
two is the most discriminating item, the estimated country specific discriminations range from .634 (Indonesia) and .751 (Tunisia) to 1.415 (Hungary) and
1.602 (Japan). The estimated difficulty parameters for this item range from
.784 (United States) to 1.127 (Ireland). Figure 17.3 shows the item characteristic curves (ICCs) for item eight. The relatively low discrimination parameters for Denmark, Indonesia, and the Netherlands make the curves for those
countries relatively flat, while their difficulty parameters separate their curves
in horizontal directions. The relatively high discrimination parameters for
Thailand and Japan make their curves very steep.
The data supports the grouping of respondents in countries. The estimated intraclass correlation coefficient shows that 21% of the total variance
in latent ability is explained by mean ability differences across countries.
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17.6.1.2 Covariates on the Ability Parameters

Model M2 is extended with explanatory information at the individuallevel and this leads to model M3. It is to be expected that the estimated
international item parameters and the estimated cross-national item
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Cross-national item specific curves for item 8.

variances of model M2 and M3 are equal since individual-based explanatory information is incorporated. From Table 17.3, it can be seen that the
estimated international item parameters and estimated cross-national
item variances are approximately the same. Thus, the covariates do not
explain cross-national item variance.
The log-likelihood of the IRT part did not change much, but the loglikelihood of the multilevel part shows a clear improvement of model fit.
The DIC shows that model M3 fits the data better than the other two models, indicating that the inclusion of explaining covariates on the individual
level is an improvement of the model.
The covariates explain around 28% of the level-2 variance in ability
between students and around 36% of the level-3 variance in ability between
countries. The explained variance is within as well as between group variance, the conditional intraclass correlation stays almost the same at .20.
The parameter γ00 is no longer the general latent mean, but the intercept
in a regression equation that predicts the latent scores for the individuals
conditional on the covariate effects.
The effects of all five covariates were strong, as can be seen from the estimated HPD intervals. Time spent on math homework and being female
were predictive of a lower ability and a higher self-concept in mathematics, a
higher economic, social, and cultural status and absence of negative student
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Table 17.3
Parameter Estimates of the MLIRT Model and Two Random Item Effects Models
Model M1
Item
1
2
3
4
5
6
7
8

Model M2

Model M3

âk

b̂k

âk

σ̂ ak

b̂k

σ̂ bk

âk

σ̂ ak

b̂k

σ̂ bk

.81
1.06
.73
.69
.56
.37
.69
.66

–.59
.19
–.04
–.36
–.02
–1.51
–.78
–.94

.82
1.10
.72
.70
.58
.40
.69
.69

.09
.24
.07
.12
.12
.16
.10
.12

.00
.99
.48
.14
.40
–1.26
–.29
–.46

.14
.12
.11
.11
.08
.10
.10
.08

.78
1.16
.69
.70
.61
.38
.66
.67

.08
.20
.06
.10
.13
.16
.09
.11

–.02
1.03
.46
.14
.41
–1.26
–.30
–.46

.14
.15
.11
.11
.09
.10
.10
.08

Mean

HPD

Mean

.01
[–.14, .15] .73
γ00
.79
[.77, .82] .79
σ2
.22
[.13, .33] .22
τ2
β1 (Homework)
β2 (Behavior)
β3 (Self-concept)
β4 (ESCS)
β5 (Female)
–2 LL IRT
–36129.56
–2 LL ML
–12897.95
DIC MLIRT
105431.03

HPD

Mean

HPD

[.58, .88]
[.77, .82]
[.13, .33]

1.01
.57
.14
–.37
.07
.28
.33
–.07

[.88, 1.14]
[.54, .59]
[.08, .21]
[–.44, –.30]
[.05, .09]
[.25, .30]
[.31, .36]
[–.11, –.03]
–35813.18
–11261.54
101973.38

–35642.12
–12901.53
104481.66

behavior at the school of a student had a positive effect on math ability. The
negative effect of time spent on math homework can be explained by the
fact that weak math students spend more time on their homework. This is
in line with results found in PISA (OECD, 2004) and in other studies about
predictors for math performance (e.g., Chiu & Klassen, 2009).

17.7 Conclusions
A random item effects model was introduced for cross-national item
response data. The model supports the use of country-specific item
parameters. Further, a structural multilevel population model for the
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respondents was specified where cross-national differences in mean abilities are allowed. As a result, cross-national differences in item characteristics and respondents’ abilities can be modeled and measurement invariant
items are not needed. The corresponding identifying restrictions make the
often difficult search for common invariant items unnecessary. The object
is to explain the variation using covariate information at the item, individual, and group level. The model discussed here gives the opportunity
to include covariates to predict ability, which gives the opportunity to estimate explanatory effects simultaneously with the IRT parameters, taking
into account the measurement error in the ability parameters.
The simulation study showed accurate recovery of the simulated parameters, although the estimates were a bit unstable for high discrimination
parameters. The convergence criteria showed that MCMC draws are obtained
from the joint posterior (target) distribution and they can be used to make
posterior inferences. The prior choices can be evaluated via a prior sensitivity
analysis to evaluate whether the prior choices substantially affect inferences.
Here, the inverse gamma prior of the cross-national discrimination variances
was investigated. It was shown that an informative prior (inverse gamma prior
with a shape and scale parameter of one) can lead to significant cross-national
variation in item discriminations. The study also showed that stable results
were obtained for smaller prior parameter values.
The PISA data supported the hypothesis that large-scale educational
response data are more accurately analyzed with a random item effects
model as this model fitted the data better. Substantial cross-national item
parameter variance was detected. In PISA 2003, each item was selected and
tested to be measurement invariant, however, the present analysis showed
that the item characteristics were not invariant across countries. To avoid
this complex issue of establishing partial or full measurement invariance,
the proposed methodology for handling complex cross-national response
data takes a different approach and provides a flexible framework for making meaningful cross-national comparisons.
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